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Results 
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§  Platform selection depends on application and graph type 
§  Unified programming interface facilitates fast-prototyping 



Adaptive Computing 
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§  Performance of static solution varies from dataset to dataset 
§  Adaptive solution outperforms static ones 

System overview 

algorithm 

mapping 

working set 

unordered ordered 

fine-grained 
(working elements-threads) 

coarse-grained 
(working elements-blocks) 

bitmap 

queue 

3-d exploration space 
•  working set 

representation 
•  algorithm 
•  mapping method 



Parallelization Templates 

5 

7 326 9 21 46 234 22 14 

7 9 21 46 22 14 326 234 

thread-mapping block-mapping 

Phase 1: 

Phase 2: 

7 326 9 21 46 234 22 14 

326 234 
delayed buffer delayed buffer 

Kernel Launch 
on CPU 

7 326 9 21 46 234 22 14 

Multiple Kernel 
Launches on GPU 

326 234 

Kernel Launch on 
CPU 

Single Kernel 
Launch on GPU 

7 326 9 21 46 234 22 14 

326 234 … Buffer 

dual-queue 

naïve-dynamic parallelism 

delayed-buffer(global/shared) 

optimized dynamic parallelism 



Results 

6 

!!1/64!

!!1/32!

!!1/16!

!!1/8!!

!!1/4!!

!!1/2!!

1!!!!!!!

2!!!!!!!

4!!!!!!!

8!!!!!!!

32! 64! 128! 256! 512! 1024!

Sp
ee
du

p&
ov
er
&th

re
ad

-m
ap

pe
d&
&

co
de

&v
ar
ia
nt
&&w

/o
&lo
ad

&b
al
an

ci
ng
&

lbTHRES&

dual/queue! dbuf/shared!
dbuf/global! dpar/naive!
dpar/opt!

10/3! ~!!!!!!~!!!!!!!!!!~!!!!!!!!!!~!!!!!!!!!!~!!!!!!!!~!!!!!!

1&
2!

!8!

4!
6.9k!

6.8k!
6.7k!

5.6k!
6.1k! 113!

99k! 82k! 57k! 29k!

11k!

120!

§  lbThres is the major factor 
affecting performance 

§  dpar-naïve degrades performance 
because of too many small kernel 
launches 

§  dual-queue, dbuf-shared, dbuf-
global, dpar-opt lead to a better 
utilization of GPU cores and 
memory bandwidth 

§  dbuf-shared outperforms baseline 
and other code templates 
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__global__ void parent_kernel() { 
    work_item = get_work_item(…) 
    prework(work_item) 
    if (condition) { 
 
        child_kernel<<<block_dim, thread_dim>>(…, work_item, …) 
    } else  work(work_item) 
    postwork(work_item) 
} 

#pragma dp consldt(block) buffer(default, 256) work(work_item)  

initialize buffer 

CUDA source code with 
pragma 

replace kernel launch with 
buffer insertion 
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thread? 

thread mapping 

block mapping 
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Workload Consolidation 

__global__ void parent_kernel() { 
    work_item = get_work_item(…); 
    prework(work_item) 
    if (condition)  insert_buffer(curr) 
    else  work(work_item) 
    synchronize 
    if (thread_id==selected) 
        child_kernel_consolidate<<<b_dim_con, t_dim_con>>>() 
    synchronize 
    postwork(work_item) 
} 
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Compiler-assisted workload consolidation can improve the performance 


